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You see, but you 
do not observe. 
>  SHERLOCK HOLMES
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INTRODUCTION

>  For hackers by hackers

Building secure smart contracts can be difficult. There are guidelines for 
building safe applications in Web3 that include adhering to best practices 
for writing smart contracts and commissioning a smart contract audit 
before launching your product. Another recommended measure is to 
integrate tools for improving smart contract security into your project’s 
development lifecycle.

The Diligence Security Tooling Guide was created to help builders navigate 
the emergent blockchain security space by outlining the top tools available 
to them at every stage of development. Not only do these tools help with 
detecting and fixing programming errors, but they also assist developers  
in building scalable, flexible, and robust smart contracts. 

This guide explores the different smart contract security tools to use at 
every stage of development. Most of the software covered in the guide is 
open-source and freely available to use.

https://consensys.github.io/smart-contract-best-practices/
https://consensys.github.io/smart-contract-best-practices/
https://consensys.net/diligence/audits/
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> 
Who we are
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WHO WE ARE

>  ConsenSys Diligence

“I promised myself I would never  
again put money into something  
I hadn’t audited myself.”
These are the words of Diligence Co-Founder, Gonçalo Sa. You’ve likely seen 
him around the ecosystem or on Twitter. His relentless curiosity and passion 
for smart contract auditing led him to ConsenSys in April 2017, where he’s been 
building ConsenSys Diligence ever since.

ConsenSys Diligence is a blockchain security company. Our industry-leading 
suite of blockchain security analysis tools, combined with hands-on audits 
from our veteran smart contract auditors, ensures that your application is 
ready for launch and built to protect users. 

As you delve into this guide, you will learn more about two Diligence tools 
we’re constantly evolving: Fuzzing and Scribble.

https://twitter.com/GNSPS
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> 
Development Phase
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>  �Unit testing for 
smart contracts

Mistakes in smart contract design, however trivial, can often lead to 
considerable losses. To avoid costly errors, it is important that you perform 
tests to ensure your smart contract functions as expected.

Unit testing is one approach to assessing the functionality of smart contracts. 
A unit test suite will usually have multiple focused tests that evaluate specific 
components of your application for correctness. Good unit tests should be 
simple, easy to execute, and provide useful insights into errors encountered  
at runtime.

DEVELOPMENT PHASE

https://rekt.news/leaderboard/
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For testing in Javascript, Truffle uses Mocha for asynchronous test execution 
and Chai for creating assertions. It also integrates with Ganache and allows 
for running unit tests on a local version of the Ethereum blockchain. This gives 
you the flexibility of testing your application in a production-like environment 
without needing to deploy to Mainnet. 

Truffle’s unit testing framework checks multiple contract functions for correctness (source)

DEVELOPMENT PHASE

Truffle is a framework for building Ethereum smart contracts with ease, speed, 
and efficiency. In addition to utilities for writing, compiling, and deploying 
contracts, Truffle users can access resources for unit testing. You can either 
test contracts in JavaScript or Solidity depending on your preferences—
although using both approaches is also ideal. 

JavaScript-based tests mostly cover external interactions with a contract, 
such as checking if users can place and withdraw bids in an auction contract. 
Conversely, Solidity tests can help assess a contract’s behavior in the 
blockchain environment (e.g., interactions with other contracts) and  
highlight details about its internal operations.

UNIT TESTING FOR SMART CONTRACTS

https://mochajs.org/
https://www.chaijs.com/
https://trufflesuite.com/ganache/
https://medium.com/oli-systems/test-driven-solidity-with-truffle-e4beaa2bd194
https://trufflesuite.com/?utm_source=diligence&utm_medium=ebook&utm_campaign=2022_Nov_diligence-security-tooling-guide_content_content
https://trufflesuite.com/docs/truffle/testing/testing-your-contracts/
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Foundry
Written in Rust, Foundry is a versatile framework for developing smart 
contracts targeted at the Ethereum Virtual Machine (EVM). Foundry also 
includes Forge, a framework for testing contracts, in its package for users.  

While using Truffle might require some knowledge of Javascript, Forge can  
be used to write unit tests directly in the Solidity language. This might be ideal 
if your grasp of Javascript is low, or you want to avoid switching contexts when 
writing and testing code.  

Using Forge’s unit test feature, you can confirm that contract logic  
(e.g., access control and contract ownership) satisfy safety requirements.  
A summary of all failing and passing tests is available by default—but you can 
adjust the settings to extract detailed debugging information. This includes 
details about logs emitted during execution (to check assertion errors) and 
stack traces for failing tests.

Forge also offers advanced functionalities (cheatcodes) that can improve  
your testing workflow. One of the cheatcodes, for instance, lets you generate 
an arbitrary amount of tokens for any address—handy for running running tests 
on forked blockchains. 

DEVELOPMENT PHASE UNIT TESTING FOR SMART CONTRACTS

https://github.com/foundry-rs/foundry
https://github.com/foundry-rs/foundry/tree/master/forge
https://book.getfoundry.sh/cheatcodes/
https://mirror.xyz/brocke.eth/PnX7oAcU4LJCxcoICiaDhq_MUUu9euaM8Y5r465Rd2U
https://mirror.xyz/brocke.eth/PnX7oAcU4LJCxcoICiaDhq_MUUu9euaM8Y5r465Rd2U
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Brownie
Brownie is a Python-based framework for developing and testing EVM smart 
contracts. To provide unit test functionality, Brownie integrates with pytest, 
a Python framework that supports both small tests and complex functional 
testing for applications. 

Like other unit testing tools, Brownie provides resources for unit-testing 
different parts of your smart contract’s logic separately. It also comes with 
stack trace analysis for measuring code coverage. This feature works by 
analyzing transaction traces to detect the branches and statements  
executed for each test suite.

DEVELOPMENT PHASE UNIT TESTING FOR SMART CONTRACTS

https://github.com/eth-brownie/brownie
https://eth-brownie.readthedocs.io/en/stable/tests-pytest-intro.html
https://eth-brownie.readthedocs.io/en/stable/tests-pytest-intro.html
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Traces in Brownie show where transaction reverts occur (source)

Honorable mentions for other unit testing tools: Hardhat, DappTools, Waffle 
Tests, Remix Tests, ApeWorx

Brownie is especially useful for running “happy path” tests that check  
if contract functions return the expected results based on user inputs.  
For every reverted transaction, Brownie displays a detailed execution trace  
(via a GUI) to show where the error statement occurred. This makes it easier  
to debug your unit tests and fix issues in your code.

DEVELOPMENT PHASE UNIT TESTING FOR SMART CONTRACTS

https://iamdefinitelyahuman.medium.com/brownie-turns-1-0-0-3d1f8d736f98
https://hardhat.org/hardhat-runner/docs/guides/test-contracts
https://github.com/dapphub/dapptools/tree/master/src/dapp
https://ethereum-waffle.readthedocs.io/en/latest/basic-testing.html
https://ethereum-waffle.readthedocs.io/en/latest/basic-testing.html
https://remix-ide.readthedocs.io/en/latest/unittesting.html
https://docs.apeworx.io/ape/stable/userguides/testing.html
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Vertigo
Vertigo is a mutation testing tool for assessing the quality of your unit tests.  
In mutation testing, variations of a contract’s source code (mutants) with 
changes to certain elements—for example, statements and variables—are 
created. These changes introduce subtle errors and bugs, and the objective  
is to check whether a test suite fails for the mutated code. 

Mutation testing is important because the effectiveness of unit testing 
depends largely on the quality of the testing approach. Suppose all unit tests 
involving a contract’s functions succeed, but the testing tool itself (or the test 
suite) is weak. This would result in a high incidence of “false negatives” (i.e., a 
test case passes while the bug the test was designed to catch is present in the 
contract’s code).

Thus, “testing your tests” with a mutation testing tool like Vertigo is necessary 
for developing safer smart contracts. Not only does this increase confidence  
in the reliability of test results, but it also reduces the risk of missing out on 
bugs during development. 

To generate mutants, Vertigo relies on ‘mutation operators’ that determine 
what parts of the source code must be modified. It also supplies a ‘mutation 
score’, which can be used to assess the quality of a test suite. The mutation 
score is calculated by dividing the mutants rejected (“killed”) during tests  
by the total number of mutants (including “surviving” mutants that  
weren’t rejected). 

DEVELOPMENT PHASE

Honorable mentions for other mutation testing tools: Universal Mutator

UNIT TESTING FOR SMART CONTRACTS

https://github.com/JoranHonig/vertigo
https://medium.com/swlh/introduction-into-mutation-testing-d6512dc702b0
https://github.com/agroce/universalmutator
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solidity-coverage
Running multiple tests is great, but not if those tests exercise only a small  
part of your codebase. A good rule of thumb is to ensure that tests cover  
all—or, at least, a majority—of a contract’s source code. Since untested code  
is prone to executing in unexpected ways, optimal coverage can provide 
higher assurances of correctness. 

Solidity-coverage is a code coverage tool that measures the percentage of 
lines, statements, and branches covered by tests in a test suite. It works by 
adding coverage annotations to Solidity code as executable statements, and 
tracking their execution.

As each annotation is a call to emit an event to signal that the subsequent line 
of code has been run, solidity-coverage can reliably determine which parts of 
the code were covered in tests or the frequency of coverage. You can see this 
feature in action in this snippet from solidity-coverage’s HTML report below: 

DEVELOPMENT PHASE

Numbers in the margin indicate those lines are run 17 times during tests (source)

UNIT TESTING FOR SMART CONTRACTS

https://github.com/sc-forks/solidity-coverage
https://blog.colony.io/code-coverage-for-solidity-eecfa88668c2/
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DEVELOPMENT PHASE

>  �Property-based testing 
for smart contracts

Properties describe the expected behavior of a smart contract and state logical 
assertions about its execution. A property (also described as an invariant) is a 
condition expected to hold true at all times. A “property violation” occurs when 
a smart contract’s execution fails to satisfy an invariant. 

Property-based testing tools take a smart contract’s code and a collection 
of user-defined properties as inputs, and check if execution violates them at 
any point in time. Compared to unit testing, property testing can increase 
assurances that a smart contract’s business logic is sound. 
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Part of preparing a contract for property-based testing, including fuzzing, 
is writing properties that express assertions about the expected behavior 
of different contract functionalities. This is what allows the fuzzer to flag 
execution traces that violate properties. 

As a specification language, Scribble enables transforming informal 
assumptions about a contract’s execution into formal statements that can be 
tested rigorously. This encourages precise reasoning about the correctness 
of smart contracts and reduces the possibility of your contract displaying 
unexpected behavior after deployment. 

Say you make the following assertion about an ERC-20 token contract:  
“If a transfer succeeds then the sender will have `_value` subtracted from its 
balance.” Below is how Scribble makes it easier to check if the assertion holds 
under different conditions:

01   �You annotate the Solidity contract in question with the assertion on state 
variables using Scribble syntax. 

02   �Scribble takes the annotated source file as input and generates an 
instrumented version with the assertions added to the contract file  
added as executable code. 

03 �  �A fuzzer (e.g., Diligence Fuzzing) or symbolic execution tool executes the 
instrumented contract while checking for execution traces that violate the 
supplied assertion. 

DEVELOPMENT PHASE � PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://github.com/ConsenSys/scribble
https://docs.scribble.codes/tool/instrumented-code
https://docs.scribble.codes/tool/instrumented-code
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DEVELOPMENT PHASE

Different tools can use Scribble specifications for property testing (source)

Scribble is also useful for defining assertions related to preconditions  
(e.g., input values and pre-execution contract states) and postconditions  
(e.g., transaction results and post-execution contract states) for functions, 
contract invariants, and more. Moreover, the syntax is Solidity-based and fairly 
easy to grasp—beneficial for developers new to writing formal specifications. 

� PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://docs.scribble.codes/
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Diligence Fuzzing, based on the HARVEY, is a cutting-edge fuzzing  
tool that executes smart contracts with mutated inputs to detect bugs  
and vulnerabilities. 

Harvey is an advanced fuzzer with tons of techniques incorporated like 
efficient fuzzing of multiple transactions and input prediction to name  
a few. Harvey uses an advanced input generation technique that improves  
the efficiency and effectiveness of fuzzing campaigns. 

Consider a blackbox fuzzer that randomly generates inputs: in most cases,  
the tested program can detect if such inputs are syntactically invalid and reject 
them. This technique also rarely guarantees better code coverage, as multiple 
inputs may explore the same paths during execution. 

Greybox fuzzing (as implemented in Harvey) relies on analysis of code 
coverage to guide the generation of new test cases. The fuzzer takes a “seed 
value” (a piece of valid data) as input and introduces small changes to produce 
mutated versions. While these mutated values (mostly) keep inputs valid, they 
can exercise interesting behaviors in contract code—increasing the possibility 
of detecting unexpected execution behavior. 

DEVELOPMENT PHASE � PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://consensys.net/diligence/fuzzing/?utm_source=diligence&utm_medium=ebook&utm_campaign=2022_Nov_diligence-security-tooling-guide_content_content
https://mariachris.github.io/Pubs/FSE-2020-Harvey.pdf
https://consensys.net/diligence/blog/2019/01/fuzzing-smart-contracts-using-multiple-transactions/
https://consensys.net/diligence/blog/2019/01/fuzzing-smart-contracts-using-multiple-transactions/
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The contract’s execution is also instrumented to allow the fuzzer to collect 
coverage information such as identifying what inputs explore new paths.  
By mutating inputs with high code coverage, the fuzzer efficiently generates 
new test cases that explore deeper paths in code. When combined with 
Scribble, Diligence Fuzzing can be a powerful tool for verifying your smart 
contract’s security properties.   
 
Fuzzing smart contracts  
Fuzzing is a method of testing an application by feeding it random or 
unexpected data inputs and observing its operation at runtime. One use  
case for fuzzing is gauging the ability of a program to validate user inputs. 

Invalid inputs to a program can break its functionality and trigger unintended 
behavior if handled improperly. By running a contract with multiple variations of 
input values, fuzzers can identify inputs that trigger property violations in code.

DEVELOPMENT PHASE

Reports from from an example Diligence Fuzzing campaign

� PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://consensys.net/diligence/scribble/?utm_source=diligence&utm_medium=ebook&utm_campaign=2022_Nov_diligence-security-tooling-guide_content_content
https://consensys.net/diligence/scribble/?utm_source=diligence&utm_medium=ebook&utm_campaign=2022_Nov_diligence-security-tooling-guide_content_content
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Slither
Slither is a Python-based static analysis framework for smart contracts written 
in Solidity. By analyzing low-level representations of a contract, particularly 
the abstract syntax tree (AST) generated by the Solidity compiler, Slither can 
automatically detect code paths that result in error conditions. 

The detection framework used in Slither covers well-known smart contract 
vulnerabilities, including reentrancy, state variable shadowing, and uninitialized 
storage variables. But you can also write custom analyses using the Detector 
API to suit your application’s needs.

Slither also comes out of the box with printers that visualize important contract 
information (e.g., inheritance hierarchy, control flow, and data dependencies) 
in a human-readable format. This feature aids code comprehension for 
developers and makes reasoning about the correctness of the overall  
system easier for others.

DEVELOPMENT PHASE

Overview of Slither’s architecture (source)

� PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://github.com/crytic/slither
https://en.wikipedia.org/wiki/Abstract_syntax_tree
https://github.com/crytic/slither/wiki/Detector-Documentation
https://github.com/crytic/slither/wiki/Adding-a-new-detector
https://github.com/crytic/slither/wiki/Adding-a-new-detector
https://github.com/crytic/slither/wiki/Printer-documentation
https://blog.trailofbits.com/2019/05/27/slither-the-leading-static-analyzer-for-smart-contracts/
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Mythril
Mythril uses symbolic execution, which represents each execution path as a 
mathematical formula over symbolic input values that trigger a program to 
follow that path. While unit testing uses concrete input values (“withdraw five 
ether”), symbolic execution uses symbolic values (e.g., “withdraw n ether”) that 
can represent multiple classes of concrete values. 

Mythril’s symbolic execution engine uses LASER (an implementation of the 
EVM in Python) to simulate the execution of smart contracts. This allows it to 
run a contract’s bytecode and produce a control flow graph that captures all 
possible execution states.

Each node on the CFG represents a sequence of instructions that execute and 
alter the contract’s state. Meanwhile, edges are constraints on conditions that 
trigger transitions between various states.

DEVELOPMENT PHASE

Call graph for functions produced during a Mythril test run (source)

� PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://github.com/ConsenSys/mythril
https://en.wikipedia.org/wiki/Control-flow_graph
https://media.consensys.net/how-formal-verification-can-ensure-flawless-smart-contracts-cbda8ad99bd1
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If a problematic state (one that results in an assertion violation) is reachable, 
Mythril uses the underlying Z3 Solver to check the satisfiability of path 
constraints. Where such path constraints are satisfiable (i.e., they can be 
solved), the Z3 solver can generate values for parameters that satisfy them.

The combination of LASER and Z3 ensures Mythril can detect error conditions 
in your smart contract’s code and identify concrete inputs to functions that 
cause the problem. It also means you can perform unit tests (using those 
concrete values) to check if post-testing fixes have solved the problem. 

For a more in-depth introduction to Mythril, read Bernhard Mueller’s article on 
formally verifying contract properties using symbolic execution.

DEVELOPMENT PHASE

Workflow of Mythril’s symbolic execution engine (source)

� PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://github.com/Z3Prover/z3
https://en.wikipedia.org/wiki/Satisfiability
https://media.consensys.net/how-formal-verification-can-ensure-flawless-smart-contracts-cbda8ad99bd1
https://recruit.gmo.jp/engineer/jisedai/blog/dynamic-analysis-of-smart-contracts-using-mythril/
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Manticore
Manticore is another useful symbolic execution tool for verifying properties 
and performing general analysis of Ethereum smart contracts. Manticore’s 
verification targets Ethereum Virtual Machine (EVM) bytecode, allowing for  
a more precise evaluation of a contract’s low-level operations. 

The Manticore verifier comprises an emulated blockchain environment 
with accounts that send symbolic transactions invoking a smart contract’s 
functions. By exploring all reachable states, Manticore can discover contract 
operations that violate properties. Like Mythril, Manticore uses an SMT solver to 
calculate inputs that drive the execution of a smart contract to specific states.

Below is a simple example of a test run in Manticore to check if arithmetic 
operations from a function can overflow: 

Manticore is particularly ideal for developers who desire fine-grained control 
of property-based testing. Besides configuring accounts used for sending 
symbolic transactions to the target contract, you can also control the duration 
of property tests. The latter is primarily achieved by defining conditions 
for terminating state space exploration, such as a maximum number of 
transactions or a minimum level of code coverage.

DEVELOPMENT PHASE

Call graph for functions produced during a Mythril test run (source)

� PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://github.com/trailofbits/manticore
http://examples/evm/simple_int_overflow.sol
https://consensys.github.io/smart-contract-best-practices/attacks/insecure-arithmetic/
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Echidna
Echidna is a property-based fuzzing tool for Ethereum smart contracts.  
You can write properties for Echidna tests using Slither’s property generator, 
Scribble, or Echidna’s built-in property writing feature. Based on these invariants, 
Echidna will attempt to generate user inputs that violate properties in your code. 

In particular, Echidna uses information from a contract’s ABI (Application Binary 
Interface) when generating transactions for property tests. This makes sure that 
only inputs that can plausibly come from a real-world user are used for fuzzing 
functions. Echidna can also instrument Solidity code to collect and visualize 
code coverage. 

Integrating Echidna into your development workflow is quite straightforward. 
For example, you can easily use the crytic-compile plugin to test smart contracts 
compiled with build frameworks such as Hardhat and Truffle with Echidna. 

DEVELOPMENT PHASE

Echidna’s analysis engine produces reports of assertion violations for smart contracts

� PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://github.com/crytic/echidna/
https://github.com/crytic/slither/wiki/Property-generation
https://github.com/crytic/crytic-compile
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MythX
MythX is a cloud-based testing tool that combines multiple property-based 
testing techniques, including fuzzing, symbolic execution, and static analysis. 
The MythX analysis engine packs three tools in one package: Mythril (symbolic 
execution), Harvey (greybox fuzzing), and Maru (static code analysis). 

Using MythX requires submitting the Solidity source file of your smart contract 
to the API. The MythX client then passes artifacts output by the Solidity 
compiler (e.g., contract bytecode and source mappings) and the source code 
to the various tools for analysis. Results from tests are filtered, combined, and 
presented in a single, easy-to-read report containing discovered vulnerabilities 
and test-cases for reproducing them. 

Adopting a microservices-based architecture helps MythX deliver better results 
than a standalone testing tool. Beyond detecting well-known vulnerabilities 
(particularly ones that appear in the SWC Registry), MythX can also verify 
formal properties of a smart contract and check if assertions about contract 
behavior hold true under execution.

DEVELOPMENT PHASE � PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://mythx.io/
https://swcregistry.io/
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DEVELOPMENT PHASE

When used individually, techniques like lightweight static analysis and input 
fuzzing may generate false positives for certain issue classes (for instance, 
arithmetic overflows). MythX solves this problem through post-processing: 
results from each testing tool are evaluated to identify duplicates and false 
positives. This increases the accuracy of results and minimizes inefficiency for 
developers analyzing contracts.

You can use MythX by running the command-line interface (CLI) tool or using 
the MythX security plugin (available in popular tools like Remix). While MythX is 
a paid software-as-a-service tool, pricing plans are flexible enough to choose a 
package that fits your needs.

Honorable mentions for other property testing tools: Forge (via proptest), 
DappTools (hevm), and Brownie (via Hypothesis), Etheno.

MythX provides a powerful suite of testing tools that integrate seamlessly into development workflows.

� PROPERTY-BASED TESTING FOR SMART CONTRACTS

https://mythx-cli.readthedocs.io/en/latest/
https://docs.mythx.io/tools-integrations/remix
https://mythx.io/plans/
https://github.com/foundry-rs/foundry/tree/master/forge#fuzzing-go-beyond-unit-testing
https://github.com/dapphub/dapptools/tree/master/src/hevm
https://eth-brownie.readthedocs.io/en/stable/tests-hypothesis-property.html
https://github.com/crytic/etheno
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DEVELOPMENT PHASE

>  �Preparing your smart 
contracts for audits

Getting an audit prior to deploying on mainnet can improve your smart 
contract’s security guarantees—but only if approached properly. The tools in 
this section prepare your codebase for independent review and improve the 
productivity and effectiveness of auditors working on your project.
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NatSpec
As a developer, it is important to keep your code clean, readable, and easy to 
understand—clean code is good code. You can write cleaner code by properly 
documenting functions using comments with NatSpec. 

NatSpec (Ethereum Natural Language Specification Format) is used in Solidity 
code to provide rich documentation to developers, end-users, or both. 
NatSpec comments are human-readable statements that explain what a smart 
contract—and different elements defined therein—do. Comments can be used 
to explain contracts, libraries, interfaces, functions, variables, return values, 
and more.

Documenting your code with NatSpec equips auditors with the knowledge 
needed to properly review your smart contracts. Instead of wasting time trying 
to figure out the intent behind a function or event, auditors can focus on 
reviewing code for vulnerabilities and bugs.

DEVELOPMENT PHASE PREPARING YOUR SMART CONTRACTS FOR AUDITS

https://docs.soliditylang.org/en/develop/natspec-format.html
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Linting is a static analysis technique that checks the quality of a program’s 
source code for stylistic errors, violation of programming conventions, and  
use of unsafe constructs. Admittedly, linting is designed to catch minor issues 
in your source code. But even “minor” issues can result in bugs that affect 
users’ security or loopholes that can be exploited. 

Ethlint is a linting tool designed for analyzing smart contracts and  
enforcing security rules in Solidity code. The Ethlint analysis engine takes  
a Solidity file and configuration as input and compares it against a set of  
rule implementations. While these rules mostly cover styling conventions 
(mostly taken from the Solidity style guide), they also cover more critical 
security issues. 

For example, the linter will output warnings for use of tx.origin for 
authentication or call.value for sending Ether (ETH) prone to re-entrancy 
vulnerabilities. A comprehensive list of conventions enforced by the Ethlint 
linter can be found here.

Running the automatic code formatting command on Ethlint’s CLI 
automatically applies fixes for lint where possible. In other cases, you’ll  
need to manually review the warnings, fix those issues, and run the code 
through the linter until no warnings are emitted. Overall, linting can remedy 
persistent issues in Solidity code that auditors would otherwise waste valuable 
time on solving.

DEVELOPMENT PHASE PREPARING YOUR SMART CONTRACTS FOR AUDITS

https://github.com/duaraghav8/Ethlint
https://docs.soliditylang.org/en/v0.8.16/style-guide.html
https://consensys.github.io/smart-contract-best-practices/attacks/reentrancy/
https://consensys.github.io/smart-contract-best-practices/attacks/reentrancy/
https://github.com/duaraghav8/solium-plugin-security
https://ethlint.readthedocs.io/en/latest/user-guide.html#automatic-code-formatting
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OpenZeppelin  |  Contracts
OpenZeppelin Contracts is a suite of secure code libraries that supply utilities 
to simplify your workflow as an Ethereum developer. This includes contract 
logic for implementing access control, pause functions, upgrades, and more. 
As OpenZeppelin Contracts benefit from extensive testing and audits, using 
them can reduce the possibility of introducing errors into your code.

More importantly, using popular and vetted libraries reduces cognitive 
overhead for auditors reviewing your code. Auditors are typically familiar  
with the structure and security properties of such contracts, making it easier  
to audit contracts that use them.

Creating custom code—for example, writing your own ERC20 token contract 
or contract ownership logic—increases the scope of an audit. As the logic 
used may be unfamiliar to auditors, it takes more effort to reason about the 
correctness of system components. 

Honorable mentions for other contract libraries: Solmate Contracts, useful for 
optimizing gas usage

DEVELOPMENT PHASE PREPARING YOUR SMART CONTRACTS FOR AUDITS

https://www.openzeppelin.com/contracts
https://github.com/transmissions11/solmate
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> 
Post-development 
Phase
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>  �Monitoring contracts 
and performing 
automated reactions

On a public blockchain, such as Ethereum, you have little control over 
who does what with your smart contract. Having a monitoring and alerting 
system in place ensures you have updated information about on-chain smart 
contracts—enough to respond proactively to avert problematic situations.

POST-DEVELOPMENT PHASE
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OpenZeppelin  |  Defender Sentinels
Defender Sentinels from OpenZeppelin provide real-time security monitoring 
of smart contracts and alerts users based on predefined conditions. Compared 
to manually logging events, Sentinels are a more flexible and convenient 
mechanism for tracking interactions with your smart contracts. 

Using Sentinels ensures you can detect suspicious transactions targeting 
a contract and respond immediately. Alerts can be created with different 
parameters depending on what works for your security needs. Options include 
getting alerts if withdrawals cross a specific threshold, someone performs 
critical action like calling transferOwnership, or a blacklisted address attempts 
to interact with your contract.

If you have a Defender Admin project, information from Sentinel trackers can 
inform security  decisions, such as pausing a contract or revoking access to 
a privileged account. Security intervention can also be automated by using a 
Sentinel to trigger a Defender Autotask. You can also choose your preferred means 
for receiving notifications—options include Discord, Slack, Telegram, and email. 

MONITORING CONTRACTS AND PERFORMING AUTOMATED REACTIONSPOST-DEVELOPMENT PHASE

Sentinel trackers can be programmed with custom parameters

https://docs.openzeppelin.com/defender/sentinel
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Tenderly Alerts
Tenderly’s Real-Time Alerting simplifies the monitoring of on-chain contracts 
and wallets. It supplies a collection of custom triggers to choose from, 
including conditions on functions, events, and transactions. 

As an example, you can choose to receive an alert if an EOA’s transactions 
targeting your contract have higher-than-normal gas values or cross a limit 
within a time window. Other options include getting alerts on transactions 
from blacklisted/whitelisted addresses, state-change operations, token 
transfers, and transactions with abnormal values.

Like Defender Sentinels, Tenderly Alerts can be configured to deliver 
notifications via multiple communication channels, including Slack, PagerDuty, 
and Telegram. You’re advised to choose a frequency for getting notifications 
based on your preferences. Also, Tenderly Alerts allows users to filter alerts 
to extract important information, such as events emitted, current contract 
balances, and so on.

Honorable mentions for other monitoring tools: CertiK Skynet, Dune Analytics.

MONITORING CONTRACTS AND PERFORMING AUTOMATED REACTIONSPOST-DEVELOPMENT PHASE

Detecting irregular contract transactions with Tenderly Alerts

https://tenderly.co/alerting/
https://www.certik.com/products/skynet
https://dune.com/browse/dashboards
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>  �Responding to 
security incidents

A useful security recommendation for smart contract developers is to prepare 
for failure. While extensive testing and auditing during the development phase 
can reduce errors, it cannot rule out the possibility of a problem appearing 
later. This makes it necessary to have tools that can help you handle critical 
failures in smart contracts gracefully.

POST-DEVELOPMENT PHASE

https://consensys.github.io/smart-contract-best-practices/general-philosophy/prepare-for-failure/
https://consensys.github.io/smart-contract-best-practices/general-philosophy/prepare-for-failure/


Diligence Security Tooling Guide 36

Tenderly War Rooms
When confronted with an exploit or bug, it is ideal to have a defined and 
structured process for responding effectively and minimizing damage. 
Tenderly War Rooms is a highly recommended resource for coordinating  
and streamlining your team’s response to security issues that might surface  
at any time. 

Among other things, the War Rooms aid kit provides utilities for debugging 
transaction information and analyzing execution traces. This is useful since 
identifying what error(s) an attacker exploited is a critical step when dealing 
with an exploit. Users can access the Tenderly Debugger (including the 
advanced Evaluate Expression tool) to replay execution traces and perform 
detailed analysis of transactions.

RESPONDING TO SECURITY INCIDENTSPOST-DEVELOPMENT PHASE

https://tenderly.co/war-room/
https://docs.tenderly.co/debugger/how-to-use-tenderly-debugger
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RESPONDING TO SECURITY INCIDENTSPOST-DEVELOPMENT PHASE

As you’ll likely have multiple participants in a war-room situation, clear  
and effective communication is important. Which is why the annotation  
and prioritization feature in War Rooms is useful. 

Using this feature, you can leave comments on code snippets from  
debugged transactions to review or review comments from other team 
members. You can also set priority flags (Low, Medium, High) on different 
transaction traces, so your team has direction when approaching the 
debugging process. 

Honorable mentions for other transaction debuggers: Foundry Transaction 
Replay Trace/Debugger

War Rooms offers a rich UI for collectively debugging and inspecting transactions (source)

https://book.getfoundry.sh/reference/cast/cast-run
https://book.getfoundry.sh/reference/cast/cast-run
http://blog.tenderly.co/tenderly-war-rooms-the-aid-kit-you-need-in-time-sensitive-scenarios/
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Managing smart contracts can be tricky. You want to avoid centralized control 
and its attendant risks, while retaining the ability to implement emergency 
measures when needed. The tools in this section help you securely manage 
your smart contracts on-chain without introducing new risks or burdening 
users with trust assumptions.

>  �Secure access control 
and smart contract 
administration

POST-DEVELOPMENT PHASE
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OpenZeppelin  |  Defender Admin
OpenZeppelin’s Defender Admin is a versatile tool designed to ensure 
simple and secure administration of smart contracts. Using Defender Admin 
streamlines the process of taking sensitive administrative actions, such as 
upgrading a proxy contract to a new implementation or modifying an ‘allowed 
list’ of accounts with privileged access. 

Defender Admin enables support for multisignature contract accounts that 
control the execution of actions targeting a specific contract. A multisig 
account requires approval from a minimum number of address owners—for 
example, 3-of-5—to execute transactions. Using a multisig to manage your 
contract reduces risks associated with unilateral control by a single owner.

The Defender Admin interface also uses timelocks which delay the 
implementation of certain contract actions until the predefined window 
elapses. A timelock acts as a speed bump and gives both users and  
developers time to respond to changes in a protocol. Delaying critical actions 
(e.g., minting new tokens) is recommended—especially in cases where 
attackers can compromise a privileged account and execute those actions.

� SECURE ACCESS CONTROL AND SMART CONTRACT ADMINISTRATIONPOST-DEVELOPMENT PHASE

Decentralized and secure management of access control with Defender Admin (source)

https://docs.openzeppelin.com/defender/admin
https://blog.openzeppelin.com/protect-your-users-with-smart-contract-timelocks/amp/
https://consensys.github.io/smart-contract-best-practices/development-recommendations/precautions/speed-bumps/
https://docs.openzeppelin.com/defender/admin
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As a multisignature wallet, Safe (formerly known as Gnosis Safe), is mostly  
used for treasury management by protocols. But it can also be ideal for 
managing smart contracts on-chain, especially if you prefer the Ownable 
pattern—where a single EOA “owns” the smart contract and controls admin 
functions—to a role-based access control scheme. 

While certainly useful, distributing administrative powers to different  
privileged accounts (as implemented in role-based permissions) can  
have drawbacks. Owners of privileged accounts may be compromised  
(or even go rogue), and having too many roles in a system could complicate 
coordination and administration. 

A better alternative is setting a Safe multisig address as the Owner of your 
contract. Although the contract is still managed by one account, transactions 
that trigger contract functions cannot execute on-chain unless the threshold  
is reached. This gives you the benefit of managing your contract from one 
same place while reducing single points of failure. 

� SECURE ACCESS CONTROL AND SMART CONTRACT ADMINISTRATIONPOST-DEVELOPMENT PHASE

Safe’s n-out-of-m access control scheme reduces centralized control of smart contracts (source)

https://gnosis-safe.io/
https://docs.openzeppelin.com/contracts/2.x/access-control#ownership-and-ownable
https://docs.openzeppelin.com/contracts/2.x/access-control#ownership-and-ownable
https://docs.openzeppelin.com/contracts/2.x/access-control#role-based-access-control
https://docs.gnosis-safe.io/introduction/the-programmable-account/eoas-vs.-contract-accounts
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Where testing and audits fail to catch vulnerabilities, the most feasible option is 
relying on an independent party to find them for you. The tools in this section 
are useful for coordinating bug bounty programs and vulnerability disclosures.

>  �Coordinating bug 
bounties and vulnerability 
disclosures

POST-DEVELOPMENT PHASE

https://www.techtarget.com/whatis/definition/bug-bounty-program?amp=1
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Immunefi is a leading Web3 bug bounty platform that encourages responsible 
disclosure of bugs and vulnerabilities found in smart contracts. Immunefi’s 
scaling bug bounty model incentivizes ethical hackers and independent 
security researchers to assist Web3 developers in fixing critical errors in code 
as opposed to exploiting them for personal gain.

Although it is quite possible to run a vulnerability disclosure program in-house, 
using a bug bounty platform like Immunefi has some advantages. For example, 
users get a dashboard that makes it convenient and easy to receive, evaluate, 
and respond to bug reports—all from the same place.

Furthermore, Immunefi offers assistance with refining details of the bug 
bounty, such as acceptable reports, communication channels, payout 
amounts, response times, etc., before launching. Publishing this information 
publicly ensures transparency and could help improve interactions with 
members of the hacker community. 

Registering a bug bounty on Immunefi is free, but you’ll pay a 10% 
“performance fee” on top of any reward paid to a bug bounty hunter. Immunefi 
also includes support for managing external communications in the aftermath 
of a vulnerability disclosure, which can help with the non-trivial task of 
restoring users’ trust in your application.

COORDINATING BUG BOUNTIES AND VULNERABILITY DISCLOSURESPOST-DEVELOPMENT PHASE

Immunefi is home to some of Web3’s biggest bug bounty programs (source)

https://immunefi.com/
https://medium.com/immunefi/a-defi-security-standard-the-scaling-bug-bounty-9b83dfdc1ba7
https://immunefi.com/explore/
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HackerOne is a platform for getting your code reviewed by some of the best 
minds in the ethical hacker community. Formed in 2012, HackerOne offers a 
full-featured suite of solutions designed to provide continuous security risk 
identification and mitigation by tapping into a pool of vetted independent 
security researchers and experts. 

HackerOne provides a more developed framework for integrating independent 
security reviews into your security process. Besides running a bug bounty 
program, you can also schedule penetration tests for your assets. As a 
HackerOne user, you’re automatically connected with whitehat hackers with 
skills and experience that fit your project’s needs. 

COORDINATING BUG BOUNTIES AND VULNERABILITY DISCLOSURESPOST-DEVELOPMENT PHASE

Immunefi is home to some of Web3’s biggest bug bounty programs (source)

https://www.hackerone.com/
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COORDINATING BUG BOUNTIES AND VULNERABILITY DISCLOSURESPOST-DEVELOPMENT PHASE

The HackerOne bug bounty platform dashboard provides an array of features 
to make running bug bounties easier. For example, users can access data that 
classifies disclosed vulnerabilities according to severity and impact using 
classifications like Common Weaknesses Enumeration (CWE) and Common 
Vulnerability Scoring System (CVSS). 

Other useful features include the ability to hire hackers for retesting (after 
fixing the vulnerability), managing hacker payouts (send tax forms and pay 
out in multiple currencies), and integration with workflow tools like Slack and 
Microsoft Teams. Although less of a blockchain-focused bug bounty platform, 
HackerOne counts several Web3 companies (MetaMask, Crypto.org, Chainlink, 
Hyperledger) as users. 

Honorable mentions for other bug bounty platforms: Code4arena, 
Hackenproof, Bugcrowd

https://hackerone.com/metamask
https://hackerone.com/crypto
https://hackerone.com/chainlink
https://hackerone.com/hyperledger
https://code4rena.com/
https://hackenproof.com/
https://www.bugcrowd.com/products/bug-bounty/
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CONTACT US

>  Don’t be shy

We hope this guide has helped you navigate the top security tools on the 
market today and when to use them in your development cycle to ensure your 
smart contracts are as secure as possible. 

While this is the end of the Diligence Security Tooling Guide, we hope it’s the 
beginning of your longstanding journey to achieve top security for your smart 
contracts with ConsenSys Diligence. 

You can connect with our team at any time on the following channels: 

Follow us on Twitter

Check out our website

Send us an e-mail

https://twitter.com/ConsenSysAudits
https://consensys.net/diligence/
https://consensys.net/diligence/contact/
https://twitter.com/ConsenSysAudits/
https://consensys.net/diligence/
https://consensys.net/diligence/contact/
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